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 Bristol's rich heritage in HPC 

The University of Bristol is one of the top 
HPC institutes in the UK: 
 

•  It has a vibrant HPC community of >600 
researchers, >10% of all staff 

•  Invests over £2.5m p.a. in local HPC 
•  Trains over 100 HPC computer scientists 

each year 
•  Bristol CS ranked in top 5 in UK 

2 



 HPC resources in Bristol 
•  Blue Crystal supercomputer: 

•  £12m invested since 2006 
•  Amongst the fastest in the UK 
•  ~10,000 processor cores 
•  ~250 TFLOPS  
•  >2 PetaBytes of data storage 
•  Bristol is a leader in the use of 

many-core accelerators: 
•  Intel Xeon Phi 
•  Nvidia, AMD GPUs 
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 Bristol IPCC activities 

Optimising various HPC codes for Xeon Phi: 
 

•  BUDE 
•  Molecular docking code 

•  ROTORSIM 
•  Multi-block, multi-grid CFD code 

•  CloverLeaf / TeaLeaf 
•  Mantevo benchmarks 
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Mantevo mini-app suite 

•  A collection of small programs that have the same 
performance characteristics of larger-scale 
production applications, which can help predict the 
performance of these applications on new hardware 

•  Version 2.0 released in November at SC14 
•  New mini apps include a 3D version of the 

hydrodynamics package CloverLeaf, and the heat 
conduction benchmark TeaLeaf 

More on CloverLeaf: "Accelerating hydrocodes with OpenACC, OpenCL and CUDA", 
Herdman, J., Gaudin, W., McIntosh-Smith, S., Boulton, M., Beckingsale, D., 
Mallinson, A., Jarvis, S.  In: High Performance Computing, Networking, Storage and 
Analysis (SCC), 2012 SC Companion: 465-471.  

http://mantevo.org 



 Cloverleaf: A Lagrangian- Eulerian 
hydrodynamics benchmark 

•  A bandwidth-limited structured grid code  
•  Solves the compressible Euler equations, 

which describe the conservation of energy, 
mass and momentum in a system 

•  Optimised parallel versions exist in 
OpenMP, MPI, OpenCL, OpenACC, 
CUDA and Co-Array Fortran 
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CloverLeaf Xeon Phi results 
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1.9X 

16 cores at 3.1GHz 
S.N. McIntosh-Smith, M. Boulton, D. Curran, & J.R. Price, “On the 
performance portability of structured grid codes on many-core 
computer architectures”, International Supercomputing, Leipzig, 
June 2014. 



TeaLeaf 

•  Heat conduction 
benchmark  

•  Structured grid 
•  At its heart is an iterative 

sparse matrix solver 
•  Material has different 

densities which affect heat 
conduction properties. 

•  Added to Mantevo 2.0 at 
SC14 



TeaLeaf standalone solver 
implementations 

•  Two and three dimensional versions 
•  Fortran 90 with OpenMP / MPI 
•  OpenCL for inter-device portability 
•  PETSc (2D only) 
•  CUDA / AMGx 
•  Source available on Github: 

http://uk-mac.github.io/TeaLeaf/  



 The Problem 

•  The systems we are trying 
to solve are diagonally 
dominant 

•  We want to run up to at 
least 40002 – 
N=16,000,000 (possibly 
40003 in 3D!) 

•  Memory bandwidth bound 
•  Try to minimise 

communication for better 
scaling 



 Matrix free method 

•  Coefficient matrix A is based on the 
difference in densities between each cell 

•  Can avoid constructing an explicit sparse 
matrix and instead process the data in situ 

•  Stencil access patterns 
•  Each iteration requires, at a minimum, 

nearest neighbour communication for halo 
updates 



 Matrix multiplication w=Ap 
!$OMP PARALLEL 
!$OMP DO  

DO k=y_min,y_max 

  DO j=x_min,x_max 

    w(j, k) = (1.0_8               & 

  + ry*(Ky(j, k+1) + Ky(j, k))       & 

  + rx*(Kx(j+1, k) + Kx(j, k)))*p(j, k)           & 

  - ry*(Ky(j, k+1)*p(j, k+1) + Ky(j, k)*p(j, k-1)) & 

  - rx*(Kx(j+1, k)*p(j+1, k) + Kx(j, k)*p(j-1, k)) 
 ENDDO 

ENDDO 

!$OMP END DO 

!$OMP END PARALLEL 



TeaLeaf Solvers 

•  Jacobi solver implemented as the 
‘reference’ solver – simple, slow to 
converge 

•  CG – much better convergence properties, 
but requires 2 global communications per 
iteration (global reductions) 

•  Polynomial preconditioned CG solver 
(PPCG) – uses a mixture of Chebyshev 
acceleration and CG to avoid 
communication but maintain good 
convergence properties 



 Block Jacobi preconditioner 

•  Block Jacobi preconditioner splits mesh 
into 4x1 blocks, formulated as small 
tridiagonal systems 

•  Each of these blocks is a serial problem, 
but they are all independent and can be 
computed in parallel with one another 

•  Lots of extra work, but huge reduction in 
number of iterations and communication 



 Implementation using OpenMP 4.0 
REAL(KIND=8), dimension(0:stride-1) :: dp_l, z_l 
… 
!$OMP DO 
DO ko=y_min, k_extra, kstep  
  upper_k = ko+kstep – stride 
 
  do ki=ko,upper_k,stride 
    bottom = ki 
    top = ki+stride – 1 
 
!$OMP SIMD PRIVATE(dp_l, z_l) 
    do j=x_min,x_max 
      k = bottom 
      dp_l(k-bottom) = r(j, k)/COEF_B 
 
      DO k=bottom+1,top 
        dp_l(k-bottom) = (r(j, k) - & 

  COEF_A*dp_l(k-bottom-1))*bfp(j,   k) 
      ENDDO 
      … 



 Block Jacobi preconditioner 

•  Vectorised in j direction, parallelised in k 
direction – lots of parallelism for Xeon Phi 

•  OMP SIMD on inner loop means much 
greater speed (e.g. ~4.5x speedup for icc 
vs. Cray compiler on dual socket Haswell) 

•  Currently integrating into PPCG solver for 
further improved communication avoidance 



 Xeon Phi performance 
Good memory bandwidth achieved (SE10P): 
•  64 GB/s for 960*960 problem size 
•  110 GB/s for 960*1920 problem size 
•  125 GB/s for 1920*1920 problem size 
•  (STREAM achieving about 130 GB/s) 

Using max number of threads not good for memory 
bandwidth bound code, or where there is not 
enough parallelism 
•  122 threads for larger problem sizes 
•  61 threads for smaller problem sizes (4802) 



 Performance vs. CPU 

2.0X at problem 
size we're really 
interested in 



 Summary 

•  Xeon Phi can provide a healthy speedup 
(~2X) even for memory bandwidth bound 
codes (vs. 16 cores of Sandy Bridge) 

•  OpenMP 4.0 features, such as the SIMD 
pragma, can make a big difference 

•  Crucial to modernise codes to adopt 
algorithms that exhibit a greater degree of 
parallelism and a reduced global 
communication requirement (e.g. PPCG) 
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